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General statement 

Application 
The application is well built and follows Drupal best practices. The functional requirements are quite 

demanding in terms of performance, especially related to the complex hierarchical information 

architecture.  

 

The development team already addressed many performance issues related to the code base before 

our analysis. The issues discussed in this document were all related to third-party modules and not 

custom code. 

 

Infrastructure 
The overall infrastructure has a few issues mainly related to memcache. The distributed nature of the 

system did add some complexity to the analysis, but it turned out not to be a relevant factor on the 

performance of the site in the end. 

 

 

 

  



Identified issues 

 
The memcache service is not performing properly 

Symptoms 

● Response times and throughput is worse than MySQL database, which should not be the case 

● Calls to memcache are responsible for almost 50% of the overall page generation time (based 

on data from New Relic). 

 

However, Memcache has 512 Mb of dedicated storage setup for production servers, which is more 

than enough. After crawling the site, only a few percent of that is actually in use by objects. After 

crawling the site 3 links deep, memcache usage is still only 18 Mb out of 256 Mb, but this might be 

due to clearing the cache too often (see “Caches being cleared too often” below). 

 

Measures: 

● Set the hashing strategy of the memcache PHP module to “consistent” as documented in the 

memcache module documentation (see 

http://cgit.drupalcode.org/memcache/tree/README.txt)  

● Update to a recent version of the memcache PHP module, installed directly from PECL. This 

includes important bug fixes and performance improvements. Whether this change conflicts 

with the Red Hat Enterprise support needs to be clarified. 

These two points combined have been deployed on the development environment and already seem 

to give very good results: calls to Memcache only represent a fraction of the page loading time, which 

is how it should be. 

 

Further optimisation: 

● Check the statistics on admin/reports/memcache on the live environment and check that the 

allocated resources are sufficient. 

● The Drupal site creates cache objects of up to 4MB in size. The memcache server 

configuration currently accepts entries of up to 6MB, but it should be checked that the php 

memcache module handles object of that size properly. 

 

 
  



Workbench access module is particularly inefficient: 
The workbench access module is responsible for a majority of the overall load on the site. The main 

reason is that loading the same large cache items multiple times from the backend, which is made 

worse given the memcache issues mentioned above. 

 

 

The impact of that module is clearly affecting the node view pages and the node edit pages, which 

together are responsible for almost 90% of the server load.  

 

 

There is an existing patch at https://www.drupal.org/node/2249719 that addresses this issue by 

statically caching the cache items, so that only one request to the cache backend is necessary.  

 

Local tests in a virtual machine with the pages /alumni/services/news/news/peter-pan-revisited (node 

view page) and /node/7818/edit (edit page for the same node), which are examples of particularly 

slow pages) gave the following results. Note that these numbers will vary from actual numbers in the 

production environment, but the improvement should be similar.  
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 Original Patched 
 

Improvement 

Node view page 
(empty cache) 

~7500ms ~7500ms 0% 

Node view page  
(warm cache) 

~600ms ~450ms 25% 

Node edit page 
(empty cache) 

~23000ms ~8500ms 63% 

Node edit page 
(warm cache) 

~5000ms ~1000ms 80% 

 

 

 
  



Unusual peaks every evening 
One of the very clear patterns looking at the average response times for a full week was peaks every 

evening between 23:00 and 1:00 that put a significant load on the infrastructure and affected the 

performance of the site (New Relic apdex score < 0.7, indicated by the red bars in the graph below).  

 

 

The cause of these peaks is an internal crawler that fetches every page on the site. This creates a load 

around 1.5 times the usual load during the daytime, but due to the fact that it fetches every single 

page once it gets a lot more cache misses than organic traffic which tends to concentrate on a few 

URLs. The graph above shows that disabling the the crawler removed the peak and the associated 

negative effect.  

 

 

 

While this crawler does put an unnecessary strain on the system, it does provide a good stress test. 

Given the performance improvements that have been identified it should be possible to re-enable the 

crawler without noticeably affecting the performance of the site for other users.  

 

  



Caches being cleared too often 
Some observation of page load times in local environments pointed at issues with the caches being 

cleared too often. The Breakpoint module is responsible for some of these issues, but fortunately 

there are already existing patches to address them: 

● Performance issue with Breakpoints doubling time for drush cc all: 

https://www.drupal.org/node/2378449  

● Replace calls with menu_rebuild with variable_set('menu_rebuild_needed'): 

https://www.drupal.org/node/2415363  

 

Possibility of disk swapping 
PHP peak memory usage for Drupal pages is 100-125 Mb on average and Apache MaxClients is set to 

256. Having full traffic on the application server would use more than 20Gb of ram, but because the 

application servers have only 8 Gb of memory allocated, it would lead to memory swapping on disk 

which is bad. Changing Apache’s MaxClients setting to 64 would match the maximal memory needed 

with what is available (some margin is left for other processes on the server), although since many 

requests are related to static files which need much less resources, even a MaxClients setting of 100 

would still be safe 

 

Database logging  
It's recommended to turn off the Database Logging module in production environment, but because a 

it provides a useful overview of the errors it can still make sense to keep it active (especially if 

developers don’t have access to syslog for example). The performance hit is minor, 5 to 10 ms per 

request only. 

 

EntityCache 
The EntityCache module can provide some additional improvement, but it does come at the cost of a 

little more complexity. It improves the load performance on consecutive pageloads, but makes to first 

page load slightly slower. The development team should decide whether the tradeoff makes sense, 

and also check that this additional caching layer does not conflict with existing logic (for example, to 

make sure that all caches still get invalidated properly).  

 

 Memcache without entitycache Memcache with Entitycache 

Requests per second 6.74 [#/sec] (mean) 8.11 [#/sec] (mean) 

Time per request 1484.539 [ms] (mean) 1232.973 [ms] (mean) 

 

Given that many of the other memcache-related issues that have been identified would have a 

negative impact on a site that uses EntityCache, it is important to fix those first before considering 

adding EntityCache. 
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Note about redirects 

The current system has a mixture of various redirects, some of which are handled in the Varnish or 

Apache configuration (mostly blanket redirects) and some of which are handled directly in Polopoly 

(1-to-1 redirects).  

 

Our recommendation is to convert all of these to 1-to-1 redirects that are imported into Drupal to be 

used with the redirect module. Exporting data from Google Analytics to see which existing URLs match 

a specific blanket redirect can be helpful in the transition. The performance impact of having a few 

thousand redirects should not be noticeable. Being able to manage redirects in Drupal makes it 

possible to have some insights into what entries are actually used. Having all redirects as 1-to-1 

redirects also gives a greater flexibility when dealing with special cases (for example, when a specific 

URL is referenced to from external documents).  

 

An important part of the process should be a regular inspection of the existing redirects (purging 

unused redirects might make sense) and of the “Top Page not found errors” log which can point at 

missing redirects. 

 
 
  



Next steps 
Performance optimisation is done most effectively as a series of iterative improvements. The 

identified changes should be deployed to a live environment, ideally independently from functional 

changes or large imports, so that a comparison between the old and new performance statistics is 

possible. 

 

Since the import of the remaining subsites will add a large amount of content which has the potential 

to negatively impact the performance of the site, it would make sense to run all the remaining 

imports on a test environment before running any load test, to make sure that the identified 

performance bottlenecks will match those that would affect the site in its final state. 

 

We believe that solving the issues mentioned in this document should be sufficient to provide a 

satisfactory performance. However, some further optimisation can be considered in case applying the 

suggested changes still leaves the need for better performance. 


